












































































































































 
 

Poster Session 2 
Session Chair​: ​Zhuoran Liu, Radboud University (Netherlands) 
Wednesday October 23 — Main Track — 15:00-16:30 — location ​Central Alley 
 

15:00 Poster Session 2 — Period 1 

During this period, the authors of the following contributions will be in front of their 
poster panel: 

● Wednesday Sessions 3A, 3B, 3C, 3D, 4A, 4B, 4C, 4D 
● posters for the Brave New Ideas papers 
● posters for the Doctoral Symposium 

The authors of these papers will be standing in front of their poster board during this 
period. Posters will remain on display during the entire main conference. 

15:45 Poster Session 2 — Period 2 

During this period, the authors of the following contributions will be in front of their 
poster panel: 

● posters for all papers in the Thursday Sessions 5A, 5B, 5C, 5D 
● posters for the Brave New Ideas papers 
● posters for the Doctoral Symposium 

The authors of these papers will be standing in front of their poster board during this 
period. Posters will remain on display during the entire main conference. 

 

 

 

Reproducibility Posters Session 
Wednesday October 23 — 15:00-16:30 — location ​Central Alley 
 

R-01 Using Mr. MAPP for Lower Limb Phantom Pain Management 
Kanchan Bahirat (The U. of Texas at Dallas); Yu-Yen Chung (The U. of Texas at Dallas); Thiru 
Annaswamy (VA North Texas Health Care System); Gargi Raval (VA North Texas Health Care 
System); Kevin Desai (The U. of Texas at Dallas); Balakrishnan Prabhakaran (The U. of Texas 
at Dallas); Michael Riegler (Simula Metropolitan Center for Digital Engineering) 

R-02 Reproducible Experiments on Adaptive Discriminative Region Discovery for Scene 
Recognition 
Zhengyu Zhao (Radboud U.);  Zhuoran Liu (Radboud U.); Martha Larson (Radboud U. and TU 
Delft); Naoko Nitta (Osaka University); Ahmet Iscen (Google Research) 

R-03 On Reproducing Semi-dense Depth Map Reconstruction using Deep Convolutional 
Neural Networks with Perceptual Loss 
Ilya Makarov (National Research U. Higher School of Economics, Samsung-PDMI Joint AI 
Center); Dmitrii Maslov (National Research U. Higher School of Economics); Vladimir Aliev 
(National Research U. Higher School of Economics); Olga Gerasimova (National Research U. 
Higher School of Economics); Alisa Korinevskaya (National Research U. Higher School of 
Economics); Ujjwal Sharma (U. of Amsterdam); Haoliang Wang (Adobe research) 

R-04 Companion Paper for "MiniView Layout for Bandwidth-Efficient 360-Degree Video" 
Mengbai Xiao (The Ohio State U.); Shuoqian Wang (SUNY Binghamton); Chao Zhou (SUNY 
Binghamton); Li Liu (George Mason U.); Zhenhua Li (Tsinghua U.); Yao Liu (SUNY 
Binghamton); Songqing Chen (George Mason U.); Lucile Sassatelli (U. Côte d'Azur, CNRS, 
I3S); Gwendal Simon (IMT Atlantique) 
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Panel 1: Challenges for Multimedia/Multimodal Research in 
the Next Decade 
 
The multimedia and multimodal community is witnessing explosive transformations in the current era. These              
are evident in the huge growth of conferences, opportunities in both industry and research, and the emerging                 
applications with major societal impact. 
 
With the unprecedented deployment of multimedia devices, processes, and systems, the role of multimedia              
research has become even more important than ever, influencing our abilities and prospects in advancing               
state-of-the-art technologies and solving real-world problems underlying various challenges facing the society            
and the nation in areas like global communication, security, environmental sustainability, health care,             
education, etc. To respond to these challenges and further advance the frontiers of the field of multimedia, this                  
panel will discuss some key challenges and visions that may guide future research in the next ten years. 
 
The following 9 challenges which cut across-cutting many aspects of multimedia research will provide the               
starting point for the panel discussions: 

● Multimodal Theory, Fusion, Representation and Alignment. 
● Personalization. 
● Knowledge Discovery and Reasoning. 
● Transparency & Explicability, Interpretation and Visualization. 
● Creation of High-quality Relevant Multimodal Datasets. 
● Scalable Learning and Infrastructure. 
● Data Privacy. 
● Validity, Authenticity and Authoritativeness. 

 
 
Moderator: ​Alexander Hauptmann, Carnegie Mellon University 
 
Speakers​: 

● Hayley Hung, Delft University of Technology 
● Alberto Del Bimbo, University of Florence 
● Heng Ji, University of Illinois at Urbana Champaign 
● Cathal Gurrin, Dublin City University 
● Klara Nahrstedt, University of Illinois at Urbana Champaign 

 
Wednesday October 23 — 15:30-16:30 — location ​Rhodes 9 
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Rising Star + Best Thesis 
Session Chairs:  

● Marcel Worring, University of Amsterdam (Netherlands) 
● Alan Smeaton, Dublin City University (Ireland) 

 
Wednesday October 23 — Main Track — 16:30-18:00 — location ​ Athéna 
 

16:30 Rising Star 
 
Ting Yao ​ (JD AI Research) is the recipient of the SIGMM 2019 Rising Star award. 

He will present "Deep Video Understanding: Action Recognition and Language 
Generation". 

With the proliferation of mobile devices and tremendous increase in Internet           
bandwidth, video data is being generated and spreading explosively. Such trend          
encourages the development of the recent advances in deep neural networks, which            
could facilitate a broad range of video understanding scenarios. This talk will            
summarize our innovative methodologies and insights on the challenges of          
recognizing actions in videos and describing a video with a natural-language           
utterance. Moreover, the talk will also discuss the reflection on what is likely to be the                
next set of developments in video understanding and what is likely to be the next big                
leap. 

17:00 Best Thesis 
 
Abdelhak Bentaleb (National University of Singapore) is the recipient of the 2019            
SIGMM Best Thesis award. 

He will present "Enabling Optimizations of Video Delivery in HTTP Adaptive           
Streaming". 

In shared network environments, providing a satisfactory viewer Quality-of-Experience         
(QoE) for multiple concurrent video players is an arduous task and becomes very critical.             
Despite a plethora of solutions towards better QoE, existing works have been designed for             
specific environments and have shown good performance under certain circumstances.         
Nonetheless, most of them have not succeeded in achieving an acceptable viewer QoE            
level required by today's applications. The key focus of this dissertation is to bridge the               
long-standing gap between the optimization of the viewers' QoE, video players'           
competition for the available bandwidth, and their growing bandwidth demand, with           
respect to group fairness and network conditions in the existing best-effort network           
infrastructure. To achieve this objective, this dissertation goes one step beyond existing           
client-driven solutions, by providing the design, implementation, and evaluation of a novel            
suite of Adaptive BitRate (ABR) related solutions where the goal is to avoid HAS              
scalability issues (quality instability, QoE unfairness, and network resource         
underutilization/oversubscription) while maximizing the viewers' QoE in a fair and efficient           
way. 
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Thursday Keynote — ​EU Data Protection Law: An ally for 
scientific reproducibility? 
 

Speaker​: Mireille Hildebrandt, Vrije Universiteit, Brussels 
 
Session Chair​: Benoit Huet​,​ EURECOM (France) 
 
Thursday October 24 — 09:00-10:00 — location ​Athéna 
 
This keynote will introduce some of the key concepts of European data protection law, and clarify how and                  
why this is not equivalent with privacy law. Next, I will explain why and how EU data protection law could                    
enhance the methodological integrity of machine learning applications, also in the domain of multimedia. 
 
The question is, first, how the General Data Protection Regulation (GDPR) applies to inferences captured               
from multimedia data. This raises a number of questions. Does it matter whether such data has been made                  
public by the person it relates to? Does processing personal data always require consent? What counts as                 
valid consent? What if the inferences are mere statistics? What does the prohibition of processing ‘sensitive                
data’ (ethnicity, health) mean for multimedia analytics? This keynote will provide a crash course in the                
underlying ‘logic’ of the GDPR, with a focus on what is relevant for inferences based on multimedia content                  
and metadata. I will uncover the purpose limitation principle as the guiding rationale of EU data protection law,                  
protecting individuals against incorrect, unfair or unwarranted targeting. 
 
In the second part of the keynote I will explain how the purpose limitation principle relates to machine learning                   
research design, requiring keen attention to specific aspects of methodological integrity. These may concern              
p-hacking, data dredging, or cherry picking performance metrics, and connect with the reproducibility crisis in               
machine learning that is on the verge of destroying the reliability of ML applications. 
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Brave New Ideas 
Session Chair:​ Yiannis Kompatsiaris CERTH (Greece) 
Thursday October 24  — 10:30-12:00 — location ​Athéna 

10:30 BNI-01 Neural Storyboard Artist: Visualizing Stories with Coherent Image Sequences 
Shizhe Chen (Renmin University of China); Bei Liu (Microsoft Research Asia); Jianlong Fu 
(Microsoft Research Asia); Ruihua Song (Microsoft XiaoIce); Qin Jin (Renmin University of 
China); Pingping Lin (Microsoft XiaoIce); Xiaoyu Qi (Microsoft XiaoIce); Chunting Wang 
(Beijing Film Academy); Jin Zhou (Beijing Film Academy) 

10:20 BNI-02 HyperLearn: A Distributed Approach for Representation Learning in Datasets With 
Many Modalities 
Devanshu Arya (University of Amsterdam); Stevan Rudinac (University of Amsterdam); 
Marcel Worring (University of Amsterdam) 

11:14 BNI-03 Moment-to-Moment Detection of Internal Thought during Video Viewing from Eye 
Vergence Behavior 
Michael Xuelin Huang (Max Planck Institute of Informatics); Jiajia Li (Τhe Hong Kong 
Polytechnic University); Grace Ngai (Τhe Hong Kong Polytechnic University); Hong Va 
Leong (The Hong Kong Polytechnic University); Andreas Bulling (University of Stuttgart) 

11:36 BNI-04 Learning Subjective Attributes of Images from Auxiliary Sources 
Francesco Gelli (National University of Singapore); Tiberio Uricchio (Università degli Studi 
di Firenze); Xiangnan He (University of Science and Technology of China); Alberto Del 
Bimbo (Università degli Studi di Firenze); Tat-Seng Chua (National University of Singapore)

Sisters and Ambassadors: Conferences beyond ACM MM 
Session Chair:​ Gerald Friedland, University of California Berkeley (United 
States) 
Thursday October 24  — 10:30-12:00 — location ​Rhodes 9 

T​his session provides a window on what is happening at other conferences of the SIGMM, as well as                  
related conferences in other fields. 

10:30 Diversification within SIGMM 
Alan Smeaton (Dublin City University) 

10:40 MMSys’19 and MMSys’20 
Wei Tsang Ooi (NUS); Cise Midoglu (Simula) 

10:50 ACM International Conference on Multimedia Retrieval 
Abdulmotaleb El Saddik (University of Ottawa) 

11:00 ● The recent trend on Fairness, Accountability and Transparency
Xavier Alameda-Pineda (Inria) 

● Age and gender bias in pedestrian detection algorithms
Martim Brandao (University of Oxford) 

11:30 ● Multimedia meets CHI
Susanne Boll (University of Oldenburg) 

● PicMe: Interactive Visual Guidance for Taking Requested Photo
Composition 
Minju Kim (Korea Advanced Institute of Science & Technology) 
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Open Source Software Competition 
Session Chair:​ Klaus​ ​Schoeffmann, Klagenfurt University (Austria) 
Thursday October 24 — 10:30-12:00 — location ​Risso 6 

10:30 OS-01 daBNN: A Super Fast Inference Framework for Binary Neural Networks on ARM 
devices 
Jianhao Zhang (JD AI Research); Yingwei Pan (JD AI Research); Ting Yao (JD AI 
Research); He Zhao (JD AI Research); Tao Mei (JD AI Research) 

10:45 OS-02 The VIA Annotation Software for Images, Audio and Video 
Abhishek Dutta (University of Oxford); Andrew Zisserman (University of Oxford) 

11:00 OS-03 Shooter Localization Using Social Media Videos 
Junwei Liang (Carnegie Mellon University); Jay Aronson (Carnegie Mellon University); 
Alexander Hauptmann (Carnegie Mellon University) 

11:15 OS-04 A Modern C++ Parallel Task Programming Library 
Chun-Xun Lin (University of Illinois at Urbana-Champaign); Tsung-Wei Huang (University 
of Illinois at Urbana-Champaign); Guannan Guo (University of Illinois at 
Urbana-Champaign); Martin Wong (University of Illinois at Urbana-Champaign) 

11:30 OS-05 Docker-Based Evaluation Framework for Video Streaming QoE in Broadband 
Networks 
Cise Midoglu (Simula Research Laboratory); Anatoliy Zabrovskiy (Alpen-Adria-Universität 
Klagenfurt); Ozgu Alay (Simula Metropolitan Center for Digital Engineering); Daniel 
Hoelbling-Inzko (Bitmovin Inc); Carsten Griwodz (University of Oslo); Christian Timmerer 
(Alpen-Adria-Universität Klagenfurt) 

11:45 OS-06 OpenVSLAM: A Versatile Visual SLAM Framework 
Shinya Sumikura (Nagoya University); Mikiya Shibuya (Nagoya University); Ken Sakurada 
(National Institute of Advanced Industrial Science and Technology (AIST)) 

Lunch break: SIGMM Business Meeting 
The meeting is open to all, where reports on SIGMM-sponsored conferences, workshops and other 
events are presented and activities planned for the future are presented and discussed. 

Thursday October 24  — 12:00-13:30 — location ​Central Space 
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Session 5A​: Summaries & Generation 
Session Chair:​ João Magalhaes, Universidade NOVA de Lisboa (Portugal) 
Thursday October 24 — Main Track — 13:30-15:00 — location ​Athéna 
13:30 *P5A-01 Unsupervised Video Summarization with Attentive Conditional Generative 

Adversarial Networks 
Xufeng He (Shanghai Jiao Tong U.); Yang Hua (Queen's U. Belfast); Tao Song (Shanghai 
Jiao Tong U.); Zongpu Zhang (Shanghai Jiao Tong U.); Zhengui Xue (Shanghai Jiao Tong 
U.); Ruhui Ma (Shanghai Jiao Tong U.); Neil Robertson (Queen's University Belfast); 
Haibing Guan (Shanghai Jiao Tong U.) 

13:45 *P5A-02 Generating 1 Minute Summaries of Day Long Egocentric Videos 
Anuj Rathore (IIIT Hyderabad); Pravin Nagar (IIIT Delhi); Jawahar C.V. (IIIT Hyderabad); 
Chetan Arora (IIT Delhi) 

14:00 *P5A-03 Informative Visual Storytelling with Cross-modal Rules 
Jiacheng Li; Haizhou Shi; Siliang Tang; Fei Wu; Yueting Zhuang — (Zhejiang University) 

14:15 *P5A-04 LinesToFacePhoto: Face Photo Generation From Lines With Conditional 
Self-Attention Generative Adversarial Networks 
Yuhang Li; Xuejin Chen; Zheng-Jun Zha; Feng Wu — (U. of Science and Technology of 
China) 

14:30 *P5A-05 Sentence Specified Dynamic Video Thumbnail Generation 
Yitian Yuan (Tsinghua-Berkeley Shenzhen Institute, Tsinghua U.); Lin Ma (Tencent AI 
Lab); Wenwu Zhu (Tsinghua U.) 

14:45 *P5A-06 Curiosity-driven Reinforcement Learning for Diverse Visual Paragraph Generation 
Yadan Luo (The U. of Queensland); Zi Huang (The U. of Queensland); Zheng Zhang (The 
U. of Queensland); Ziwei Wang (The U. of Queensland); Jingjing Li (U. of Science and 
Technology of China); Yang Yang (U. of Science and Technology of China) 

 
 
 
Session 5B​: Quality of Experience & Interaction 
Session Chair:​ Lorenzo Seidenari, University of Florence (Italy) 
Thursday October 24 — Main Track — 13:30-15:00 — location ​Hermès 
13:30 *P5B-01 Quality Assessment of In-the-Wild Videos 

Dingquan Li (Peking U.); Tingting Jiang (Peking U.); Ming Jiang (Peking U.) Jia Li 
(Beihang U.); Kaiwen Yu (Beihang U.); Yifan Zhao (Beihang U.); Yu Zhang (Beihang U.); 
Long Xu (Chinese Academy of Sciences) 

13:45 *P5B-02 Cross-Reference Stitching Quality Assessment for 360° Omnidirectional Images 
Jia Li (Beihang U.); Kaiwen Yu (Beihang U.); Yifan Zhao (Beihang U.); Yu Zhang 
(Beihang U.); Long Xu (Chinese Academy of Sciences) 

14:00 *P5B-03 Generalized Playback Bar for Interactive Branched Video 
Eric Lindskog; Jesper Wrang; Madeleine Bäckström; Linn Hallonqvist; Niklas Carlsson — 
(Linkoping U.) 

14:15 *P5B-04 360° Mulsemedia: A Way to Improve Subjective QoE in 360° Videos 
Alexandra Covaci (U. of Kent); Ramona Trestian (Middlesex U.); Estevao B Saleme 
(IFES); Ioan-Sorin Comsa (Brunel U.); Gebremariam Mesfin Assres (Addis Ababa U.); 
Celso Santos (U. Federal do Espírito Santo); Gheorghita Ghinea (Brunel U.) 

14:30 *P5B-05 ViProVoQ: Towards a Vocabulary for Video Quality Assessment in the Context of 
Creative Video Production 
Simon Wedel (Ilmenau U. of Technology); Michael Koppetz (Arnold & Richter Cine 
Technik GmbH); Janto Skowronek (Ilmenau U. of Technology); Alexander Raake 
(Ilmenau U. of Technology) 

14:45 *P5B-06 DeepQuantizedCS: Quantized Compressive Video Recovery using Deep 
Convolutional Networks 
Saurabh Kumar; Yagnesh Badiyani; Subhasis Chaudhuri — (IIT Bombay) 
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Session 5C​: Transport & Delivery 
Session Chair:​ Yong Cui, Tsinghua University (China) 
Thursday October 24 — Main Track — 13:30-15:00 — location ​Rhodes 9 
13:30 *P5C-01 Towards 6DoF HTTP Adaptive Streaming Through Point Cloud Compression 

Jeroen van der Hooft (Ghent U.); Tim Wauters (Ghent U.); Filip De Turck (Ghent U.); 
Christian Timmerer (Alpen-Adria-Universität Klagenfurt); Hermann Hellwagner 
(Alpen-Adria-Universität Klagenfurt) 

13:45 *P5C-02 Lossy Intermediate Deep Learning Feature Compression and Evaluation 
Zhuo Chen (Nanyang Technological U.); Kui Fan (Peking U.); Shiqi Wang (City U. of 
Hong Kong); Lingyu Duan (Peking U.); Weisi Lin (Nanyang Technological U.); Alex Kot 
(Nanyang Technological U.) 

14:00 *P5C-03 Band and Quality Selection for Efficient Transmission of Hyperspectral Images 
Mohammad Amin Arab; Kiana Calagari; Mohamed Hefeeda — (Simon Fraser U.) 

14:15 *P5C-04 PiTree: Practical Implementation of ABR Algorithms Using Decision Trees 
Zili Meng (Tsinghua U.); Jing Chen (Tsinghua U.); Yaning Guo (Tsinghua U.); Chen Sun 
(Tsinghua U.); Hongxin Hu (Clemson U.); Mingwei Xu (Tsinghua U.) 

14:30 *P5C-05 AdaCompress: Adaptive Compression for Online Computer Vision Services 
Hongshan Li; Yu Guo; Zhi Wang; Shutao Xia; Wenwu Zhu — (Tsinghua U.) 

14:45 *P5C-06 Talking Video Heads 
Maarten Wijnants (Hasselt U. tUL); Sven Coppers (Hasselt U. tUL); Gustavo Rovelo 
(Hasselt U. tUL); Peter Quax (Hasselt U. tUL Flanders Make); Wim Lamotte (Hasselt U. 
tUL) 

 
 
 
 
 
 
Session 5D​: Art & Culture 
Session Chair:​ Jia Jia, Tsinghua University (China) 
Thursday October 24 — Main Track — 13:30-15:00 — location ​Risso 6 

13:30 *P5D-01 Recognizing the Style of Visual Arts via Adaptive Cross-layer Correlation 
Liyi Chen; Jufeng Yang — (Nankai University) 

13:45 *P5D-02 Melody Slot Machine: A Controllable Holographic Virtual Performer 
Masatoshi Hamanaka (RIKEN) 

14:00 *P5D-03 Generating Captions for Images of Ancient Artworks 
Shurong Sheng; Marie-Francine Moens — (Katholieke Universiteit Leuven) 

14:15 *P5D-04 GP-GAN: Towards Realistic High-Resolution Image Blending 
Huikai Wu (CASIA); Shuai Zheng (U. of Oxford); Junge Zhang (CASIA); Kaiqi Huang 
(CASIA) 

14:30 *P5D-05 Progressive Image Inpainting with Full-Resolution Residual Network 
Zongyu Guo; Zhibo Chen; Tao Yu; Jiale Chen; Sen Liu — (University of Science and 
Technology of China) 

14:45 *P5D-06 Facial Image-to-Video Translation by a Hidden Affine Transformation 
Guangyao Shen (Tsinghua U.); Wenbing Huang (Tencent AI Lab); Chuang Gan 
(MIT-Watson AI Lab); Mingkui Tan (South China U. of Technology); Junzhou Huang 
(Tencent AI Lab); Wenwu Zhu (Tsinghua U.); Boqing Gong (Tencent AI Lab) 
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Panel 2: Legal and Ethical Challenges in Multimedia 
Research 
 
Multimedia research has now moved beyond laboratory experiments and is rapidly being deployed in              
real-life applications including advertisements, social interaction, search, security, automated driving, and           
healthcare. Hence, the developed algorithms now have a direct impact on the individuals using the               
abovementioned services and the society as a whole. While there is a huge potential to benefit the                 
society using such technologies, there is also an urgent need to identify the checks and balances to                 
ensure that the impact of such technologies is ethical and positive. This panel will bring together an array                  
of experts who have experience collecting large-scale datasets, building multimedia algorithms, and            
deploying them in practical applications, as well as, a lawyer whose eyes have been on the fundamental                 
rights at stake. They will lead a discussion on the ethics and lawfulness of dataset creation, licensing,                 
privacy of individuals represented in the datasets, algorithmic transparency, algorithmic bias,           
explainability, and the implications of application deployment. Through an interactive process engaging            
the audience, the panel hopes to: increase the awareness of such concepts in the multimedia research                
community; initiate a discussion on community guidelines all for setting the future direction of conducting               
multimedia research in a lawful and ethical manner. 
 
 
Moderator: ​Vivek Singh, Rutgers University 
 
 
Panelists​: 

● Susanne Boll, University of Oldenburg 
● David A. Shamma, FXPAL 
● Mireille Hildebrandt, Vrije Universiteit Brussels 
● Elisabeth André, Augsburg University 

 
Thursday October 24 — 15:30-16:30 — location ​Athéna 
 
 
 
 
 
 
 
 
 
 

 
 
 
Grand Challenge 
 
During this session, each Grand Challenge will present a short overview, followed by presentations of               
the Grand Challenge Finalists. The winners will be announced at the end of the session. 
 
The Grand Challenge posters were presented on Tuesday (15:00—16:30). 
 
Thursday October 24 — 16:30-18:00 — location ​Athéna 
  

 
 79/88



 
 

Workshop 7: MMSports — Multimedia Content Analysis in 
Sports 

 
Abstract​: The second ACM International Workshop on Multimedia Content Analysis in Sports (ACM             
MMSports’19) is held in Nice, France on October 25th, 2019 co-located with the ACM International               
Conference on Multimedia 2019 (ACM Multimedia 2019). The goal of this workshop is to bring together                
researchers and practitioners from academia and industry to address challenges and report progress in              
mining, analyzing, understanding and visualizing the multimedia/multimodal data in sports. The combination of             
sports and modern technology offers a novel and intriguing field of research with promising approaches for                
visual broadcast augmentation, understanding, statistical analysis and evaluation, and sensor fusion. There is             
a lack of research communities focusing on the fusion of multiple modalities. We are helping to close this                  
research gap with this workshop series on multimedia content analysis in sports.  

 
Organizers​: 

● Rainer Lienhart, University of Augsburg 
● Hideo Saito, Keio University 
● Thomas Moeslund, Aalborg University 

 
Friday October 25 — Full day workshop — 09:00-17:30 — location ​Risso 6 

 
09:00 Video-based Analysis of Soccer Matches 
 Maximilian T. Fischer, Daniel A. Keim and Manuel Stein (University of Konstanz) 
09:23 Retrieval of Similar Scenes Based on Multimodal Distance Metric Learning in Soccer 

Videos 
 Tomoki Haruyama, Sho Takahashi, Takahiro Ogawa and Miki Haseyama (Hokkaido University) 
09:50 A Deep Architecture for Multimodal Summarization of Soccer Games 
 Melissa Sanabria, Sherly, Frédéric Precioso and Thomas Menguy (Université Côte d’Azur, 

CNRS, I3S) 
10:13 "Does 4-4-2 exist?" - An Analytics Approach to Understand and Classify Football Team 

Formations in Single Match Situations 
 Eric Müller-Budack, Jonas Theiner, Robert Rein and Ralph Ewerth (Leibniz Information Centre 

for Science and Technology (TIB)) 
  
10:30 Refreshments (Central Space) 
  
11:00 Keynote: ​Image-based Motion Capture and Analysis Systems for Movement and Behavior 

Analysis 
 Philipp Russ (Simi Reality Motion Systems) 
11:45 Combining Qualitative and Quantitative Analysis in Football with SportSense 
 Philipp Seidenschwarz, Adalsteinn Jonsson, Fabian Rauschenbach, Martin Rumo, Lukas Probst 

and Heiko Schuldt (University of Basel) 
12:08 Frame-level Event Detection in Athletics Videos with Pose-based Convolutional Sequence 

Networks 
 Moritz Einfalt, Charles Dampeyrou, Dan Zecha and Rainer Lienhart (University of Augsburg) 
  
12:30 Lunch (Central Space) 
  
14:00 Real-time CNN-based Segmentation Architecture for Ball Detection in a Single View Setup 
 Gabriel Van Zandycke and Christophe de Vleeschouwer (Catholic U of Louvain) 
14:23 Prediction of Future Shot Direction Using Pose and Position of Tennis Player 
 Tomohiro Shimizu, Ryo Hachiuma, Hideo Saito, Takashi Yoshikawa and Chonho Lee (Keio 

University) 
14:45 Tracking Jockeys in a Cluttered Environment with Group Dynamics 
 Mohammad Hedayati, Michael Cree and Jonathan Scott (University of Waikato) 
15:08 Empirical Analysis of Pacing in Road Cycling 
 Dietmar Saupe, Alexander Artiga Gonzalez, Ramona Burger and Chris Abbiss (University of 

Konstanz) 
  
15:30 Refreshments (Central Space) 
  
16:00 Running Event Visualization Using Videos from Multiple Cameras 
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 Yeshwanth Napolean, Priadi Teguh Wibowo and Jan van Gemert (Delft University of Technology)
16:23 Detection of Tennis Events from Acoustic Data 
 Aaron Baughman, Eduardo Morales, Gary Reiss, Nancy Greco, Stephen Hammer and Shiqiang 

Wang (IBM) 
16:45 Spectator Excitement Detection in Small-scale Sports Events 
 Kazuhiro Abe, Chikara Nakamura, Yosuke Otsubo, Tetsuya Koike and Naoto Yokoya (Nikon 

Corporation) 
17:08 Flexible Automatic Football Filming and Summarization 
 Francesco Turchini, Lorenzo Seidenari, Leonardo Galteri, Andrea Ferracani, Giuseppe Becchi 

and Alberto Del Bimbo (University of Florence) 
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Workshop 8: FAT/MM — Fairness, Accountability, and 
Transparency in MultiMedia 

 
Abstract​: The series of FAT* events aim at bringing together researchers and practitioners interested in               
fairness, accountability, and transparency of computational methods. The FAT/MM workshop focuses on            
addressing these issues in the Multimedia field. Multimedia computing technologies operate today at an              
unprecedented scale, with a growing community of scientists interested in multimedia models, tools and              
applications. Such continued growth has great implications not only for the scientific community, but also for                
the society as a whole. Typical risks of large-scale computational models include model bias and algorithmic                
discrimination. These risks become particularly prominent in the multimedia field, which historically has been              
focusing on user-centered technologies. To ensure a healthy and constructive development of the best              
multimedia technologies, this workshop offers a space to discuss how to develop fair, unbiased,              
representative, and transparent multimedia models, bringing together researchers from different areas to            
present computational solutions to these issues. 

 
Organizers​: 

● Xavier Alameda-Pineda, Inria 
● Elisa Celis, Yale University​ 
● Shih-Fu Chang, Columbia University 
● Miriam Redi, Wikimedia Foundation​ 
● Nicu Sebe, Huawei Ireland/University of Trento 

 
Friday October 25 — Half day workshop — 09:00-12:30 — location ​Galliéni 4 

 
09:00 Invited talk: Deep Learning for Video Retrieval by Natural Language 
 Xirong Li, Renmin University of China 
09:45 Oral #1: Learning Facial Recognition Biases through VAE Latent Representations 
 Meghana Rao, Diego Celis, Stanford University 
10:00 Oral #2: QoE-fair Resource Allocation for DASH Video Delivery Systems 
 Luca de Cicco, Politecnico di Bari 
10:15 Invited Oral: Bias, Discrimination and Fairness Issues in Robotics 
 Martim Brandao, Oxford University 
  
10:30 Refreshments (Central Space) 
  
11:00 Invited talk: Fairness in Algorithmic and Crowd-Generated Descriptions of People Images 
 Jahna Otterbacher, Open University of Cyprus 
11:40 Oral #3: Social Multimedia, Diversity, and Global South Cities: A Double Blind Side 
 Thanh-Trung Phan, IDIAP Research Institute 
11:55 Oral #4: A Software Defined Network Based Research on Fairness in Multimedia 
 Ahmed O Basil, University of Northampton 
12:10 Oral #5: Toward Fairness in Face Matching Algorithms 
 Vivek K. K Singh, Rutgers University 
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Workshop 9: MULEA — Multimodal Understanding and 
Learning for Embodied Applications 

 
Abstract​: ​The First International Workshop on Multimodal Understanding and Learning for Embodied            
Applications is held in Nice, France, in conjunction with ACM Multimedia 2019. Embodied applications              
require the learning and knowledge discovery process involving an agent, the environment, and actions,              
as well as the understanding and grounding of multiple modalities of input signals. Being one of the                 
frontiers in AI research, it covers many of the applications in AI, such as robotics, autonomous driving,                 
multimodal chatbots, or simulated games. The Workshop brings an exciting program with invited             
speeches, original research papers, and lively discussions on this new and exciting research area.  

 
Organizers​: 

● Jiang (John) Gao, Samsung Research America 
● Jia-Yu (Tim) Pan, Google, Inc, Mountain View 

 
Friday October 25 — Full day workshop — 09:00-17:30 — location ​Galliéni 5 

 
09:00 Workshop opening and welcome 
 Jiang Gao and Jia-Yu Pan (Samsung Research America, Google Inc.) 
09:15 Keynote: Connecting Language and Vision: From Captioning towards Embodied Learning 
 Subhashini Venugopalan (Google, Inc.) 
10:10 Geometry-aware Relational Exemplar Attention for Dense Captioning 
 Tzu-Jui Julius Wang, Hamed Rezazadegan Tavakoli, Mats Sjöberg, Jorma Laaksonen (Aalto 

University, Nokia Technologies, CSC – IT Center for Science Ltd.) 
  
10:30 Refreshments (Central Space) 
  
11:00 Deep Reinforcement Learning Visual-text Attention for Multimodal Video Classification 
 Mengyi Liu and Zhu Liu (Alibaba Group) 
11:20 Keynote: On the Multisensory Nature of Objects and Language: A Robotics Perspective 
 Jivko Sinapov (Tufts University) 
12:15 Poster Blitz Session (4 posters, 3 minutes each) and Setup 
  
12:30 Lunch (Central Space) 
  
14:00 Keynote: Learning to Navigate 
 Piotr Mirowski (DeepMind) 
14:55 Visually Grounded Language Learning for Robot Navigation 
 Emre Unal, Ozan Arkan Can, Yucel Yemez (Koc University) 
15:15 Clustering Optimization for Abnormality Detection in Semi-autonomous Systems 
 Hafsa Iqbal, Damian Campo, Mohamad Baydoun, Lucio Marcenaro, David Martin Gomez, Carlo 

Regazzoni (University of Genova and University of Madrid) 
  
15:35 Refreshments (Central Space) 
  
16:00 Wrap up, next steps and closing 
 Jiang Gao and Jia-Yu Pan (Samsung Research America, Google Inc.) 
16:15 Poster Session continues 
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Workshop 10: MAHCI — Multimedia for Accessible Human 
Computer Interfaces 

 
Abstract​: Multimedia technology plays a fundamental role to increase usability, and accessibility of computer              
interfaces in developing advanced human-computer interaction devices. The 2nd workshop on Multimedia for             
Accessible Human Computer Interface (MAHCI) continues to provide a forum to both multimedia and HCI               
researchers to discuss the accessible human computer interface design, development, and evaluation with             
state-of-the-art multimedia technology. It also enables multimedia community to expand its interaction with the              
HCI industry and broaden the scope of deploying multimedia technology in practical applications. The              
workshop features 6 papers which cover a number of novel applications and new methodologies in a half day                  
program.  

 
Organizers​: 

● Xueliang Liu, Hefei University of Technology 
● Troy McDaniel, Arizona State University 
● Rui Min, Google 

 
Friday October 25 — Half day workshop — 14:00-17:30 — location ​Galliéni 4 

 
14:00 Welcome and Introduction by the organizer 
 Xueliang Liu (Hefei University of Technology), Rui Min (Google), Troy McDaniel (Arizona State 

University,USA) 
14:10 Meeting the Digital Twin: Multimedia Convergence for Citizens’ Well-being 
 Abdulmotaleb El Saddik (University of Ottawa) 
15:10 HaptWrap: Augmenting Non-visual Travel via Visual-to-tactile Mapping of Objects in 

Motion 
 Bryan Duarte (Arizona State University); Troy L. McDaniel (Arizona State University); Abhik 

Chowdhury (Arizona State University); Sana Gill (Arizona State University); Panchanathan 
Sethuraman (Arizona State University) 

  
15:30 Refreshments (Central Space) 
  
16:00 Emotion Recognition with Simulated Phosphene Vision 
 Caroline J.M. Bollen (Radboud University); Richard van Wezel (Radboud University); Marcel van 

Gerven (Radboud University); Yağmur Güçlütürk (Radboud University) 
16:15 Continuous Sign Language Recognition Based on Pseudo-supervised Learning 
 Xiankun Pei (Hefei University of Technology); Dan Guo (Hefei University of Technology); Ye 

Zhao (Hefei University of Technology) 
16:30 Gaze Detection and Prediction Using Data from Infrared Cameras 
 Yingxuan Zhu (Futurewei Technologies) 
16:45 Semantic Enhanced Encoder-decoder Network (SEN) for Video Captioning 
 YuLing Gui (Hefei University of Technology); Dan Guo (Hefei University of Technology); Ye Zhao 

(Hefei University of Technology) 
17:00 A Refreshable Tactile Display Effectively Supports Cognitive Mapping Followed by 

Orientation and Mobility Tasks 
 Luca Brayda (Fondazione Istituto Italiano di Tecnologia); Fabrizio Leo (Fondazione Istituto 

Italiano di Tecnologia); Caterina Baccelliere (Fondazione Istituto Italiano di Tecnologia); Claudia 
Vigini (Istituto Chiossone  onlus); Elena Cocchi (Istituto Chiossone onlus) 
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Tutorial 5: Reproducibility and Experimental Design for 
Machine Learning on Audio and Multimedia Data 
 
Abstract​: This tutorial provides an actionable perspective on the experimental design for machine learning              
experiments on multimedia data. The tutorial consists of lectures and hands-on exercises. The lectures              
provide a theoretical introduction to machine learning design and signal processing. The thought framework              
presented is derived from the traditional experimental sciences which require published results to be              
self-contained with regards to reproducibility. In the practical exercises, we will work on calculating and               
measuring quantities like capacity or generalization ratio for different machine learners and data sets and               
discuss how these quantities relate to reproducible experimental design.  
Please bring paper, pencil, and a laptop. 
The tutorial is based on a UC Berkeley graduate class 
 
Speaker​: Gerald Friedland, University of California, Berkeley & Lawrence Livermore National Lab 
 
Friday October 25 — Half day workshop — 09:00-12:30 — location ​Rhodes 9 
 

 
 

Tutorial ​6: Principle to Program: Neural Fashion 
Recommendation with Multimodal Input 
 
Abstract​: ​Outfit recommendation automatically pairs user-specified reference clothing with the most suitable            
complement from online shops. Aesthetic combination is a criterion for matching such fashion items. Fashion               
style tells a lot about one's personality and emerges from how people assemble clothing outfit from seemingly                 
disjoint items into a cohesive concept. Experts share fashion tips showcasing their compositions to public               
where each item has both an image and textual metadata though. Also, retrieving products from online                
shopping catalogs in response to such real-world image query is essential for outfit recommendation. We               
cover style and compatibility in fashion recommendation - building on metric and deep learning approaches               
introduced elsewhere. We present in addition visual signals more broadly (e.g., cross-scenario retrieval,             
attribute classification) and combine text input (e.g., interpretable embedding) as well. Each section concludes              
walking through programs executed on Jupyter workstation using real-world datasets. 
  
We would like to offer opportunity to execute code fragments from the original authors of a few of the papers                    
covered in our session. If you are interested in taking advantage of this opportunity, please bring your laptop. 
 
 
Speakers​: 

● Muthusamy Chelliah, Flipkart 
● Soma Biswas, Indian Institute of Science 
● Lucky Dhakad, Data Scientist, Flipkart Internet Pvt. Ltd 

 
Friday October 25 — Half day tutorial — 09:00-12:30 — location ​Galliéni 1&2 
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Tutorial ​7: Multimodal Data Collection for Social Interaction 
Analysis In-the-Wild 

Abstract​: ​The benefits of exploiting multi-modality in the analysis of human-human social behaviour has been               
demonstrated widely in the community. An important aspect of this problem is the collection of data-sets that                 
provide a rich and realistic representation of how people actually socialize with each other in real life. These                  
subtle coordination patterns are influenced by individual beliefs, goals, and desires related to what an               
individual stands to lose or gain in the activities they perform in their everyday life. These conditions cannot be                   
easily replicated in a lab setting and require a radical re-thinking of both how and what to collect. This tutorial                    
provides a guide on how to create such multi-modal multi-sensor data sets when considering the entire                
experimental design and data collection process. It will also include a debriefing for the ConfLab experiment                
run at the conference to encourage a community discussion on issues of privacy and data sharing and ethical                  
practices. 

Speakers​: 
● Hayley Hung, Delft University of Technology
● Chirag Raman, Delft University of Technology
● Ekin Gedik, Delft University of Technology
● Stephanie Tan, Delft University of Technology
● Jose Vargas-Quiros, Delft University of Technology

Friday October 25 — Half day tutorial — 14:00-17:30 — location ​Rhodes 9 

Tutorial 8: Medical Multimedia Systems and Applications 

Abstract​: ​Over the last decade we could observe an increasing need from clinicians for help from the                 
multimedia community. The reason for this is the fact that more and more videos and images are stored in the                    
hospital information system for post-operative usage. Although the storage itself is quite challenging due to               
the massive amount of data, even more serious problems arise when surgery videos should be used for                 
purposes such as teaching and training, retrospective analysis, visual analytics, as well as diagnostic decision               
support. In this tutorial we will give a broad overview of the medical multimedia field, inclusive of its                  
requirements and characteristics, discuss existing work of medical video/image analysis and outline open             
challenges and opportunities. We will cover several medical fields, such as laparoscopy gynecology,             
cholecystectomy, colonoscopy, and ophthalmology. 

Speakers​: 
● Michael Riegler, Simula Metropolitan Center for Digital Engineering
● Pål Halvorsen, SimulaMet
● Klaus Schoeffmann, Klagenfurt University

Friday October 25 — Half day workshop — 14:00-17:30 — location ​Galliéni 1&2 
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